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Abstract. Passage retrieval is an important subtask of question answer-
ing. Given a question and a set of candidate passages, the goal is to rank
them according to their relevance to the question. This work presents
a two-stage approach for solving this problem. Both stages are based
on convolutional neural network architecture with a reduced set of pa-
rameters. In the first stage the network is used to identify the degree of
similarity between question and candidate answers, then, in the second
stage, the result of the first stage is used to re-rank the answers accord-
ing to their similarity with the initial best-ranked answer in such a way
that the most similar candidate answers are moved up. This approach
is analogous to a pseudo-relevance feedback strategy. The experimen-
tal results suggest that the proposed method is competitive with the
state-of-the-art methods, achieving a remarkable performance in three
evaluation datasets.
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1 Introduction

Question answering over open domain data is the focus of next generation web
search engines [4]. This task considers three main subtasks: i) information re-
trieval, which collects the most relevant documents to the given question; i)
passage retrieval, which selects the passages from the returned documents more
likely to contain the answer to the question; and i) answer extraction, which
analyzes the selected passages and extracts the exact answer to the question.

This work focuses on the passage retrieval subtask: given a question ¢ and a
set of candidate passages {s1, s, ...p }, the goal is to rank the passages according
to their similarity with the question.

Most of the state-of-the-art approaches exhibit a good performance in ranking
the first candidate passage. That is, the first-ranked candidate passage frequently



contains a valid answer to the posed question. Based on this observation, in this
paper, we propose a passage retrieval method based on a two-stage ranking
approach. In the first stage, the passages (referred to as answers from now on)
are ranked according to their similarity to the question. This initial ranking
is generated by a convolutional neural network, which is applied to a matrix
encoding query—answer term similarities, and returns a score that indicates the
degree of similarity between the query and a candidate answer. In the second
stage, passages are re-ranked based on their similarity to the first passage in the
initial ranking. To generate this new ranking, a convolutional neural network
is also applied but this time to a matrix encoding first_answer—passage term
similarities. This strategy is analogous to the pseudo-relevance feedback method
used in information retrieval where the highest ranked results are used to expand
the query.

The paper is organized as follows. Section 2 presents some state-of-the-art
methods for passage retrieval. Section 3 describes the method and the proposed
architecture. Section 4 depicts the experimental setup in detail. Section 5 dis-
cusses the results achieved by the method in the two evaluation datasets, and
finally, Section 6 presents our conclusions and future work directions.

2 Related Work

The Association for Computational Linguistics (ACL) has maintained a rank
with the most successful methods for passage retrieval [1]. This list includes
methods based on pure linguistic techniques, on statistical approaches, and more
recently on deep learning.

Based on the hypothesis that questions can be generated from correct an-
swers, Yu and the team of DeepMind [16] proposed a transformation model
where question and answers are represented in the same space and their dis-
tance is used to get their similarity score. Le and Mikolov [6] proposed a para-
graph vector (PV), which learns how to represent a variable size sentence in
a vector. The learned vectors are then used to measure the similarity between
question and answers. Severyn et al. [11] presented a convolutional neural net-
work method (CNN), for ranking pairs of short texts. The goal is to learn an
optimal representation of text pairs and a similarity function. A pairwise word
interaction model (Pairwise CNN), is presented by He et al. [5]. They used a
novel deep neural network architecture (BiLSTM) aimed to capture the relation
between sequences of terms of two sentences read in both directions (left-right
and right-left). They also proposed an attention mechanism to give importance
to some component terms. Finally, Yang et al. [14] presented an attention-based
model where the importance of terms is learned based on their correlations seen
at the training phase. All these methods based on deep-learning techniques do
not use any query expansion strategy to enhance the evaluation of question and
answers similarities. The only method similar in spirit to ours, is the one pro-
posed by Riezler et al. [10], which uses a Statistical Machine Translation (SMT)



technique for expanding questions with synonyms. Although it achieved good
results, it could not outperform state of the art results.

3 Model Description

The method proposed in this paper is detailed in Figure 1, each of those steps is
going to be detailed in the next section. The whole process consists of two stages:
the training phase where the similarity model is obtained, and the testing phase
where the calculated model is used to rank the question-answer pairs. During
training: (1) question-answer pairs (qa-pairs) are pre-processed, (2) the similarity
matrix between ga-pairs terms is calculated, (3) a convolutional neural network
model is trained to predict the relevance of the answer to the question. Once
the model is built it can be used to predict the rank order of candidate answers.
At testing time, for a particular question, the model is applied to predict the
relevance score of the set of candidate answers: (4) answers are ranked according
to their scores, (5) answers are re-ranked according to their similarity with the
highest ranked answer at step (4), producing a new ranking of the answers.
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Fig. 1: Process of ranking and re-ranking qa pairs.

3.1 Step 1. Preprocess Data

Questions and candidate answers are processed using: tokenization to delimit
terms; lowercasing to standardize the terms; pos-tagging, using the nltk pos-
tagger [2], to extract syntactical information that will be used in salience weight-
ing; and transforming terms to a word2vec vector representation [9], to make
possible their semantic similarity comparison.

3.2 Step 2. Calculate Similarity Matrix

The similarity matrix M represents the semantic relatedness of the i-th question
term and the j-th answer term according to a similarity measure. Each element
M; ; of this matrix is a composition of a similarity score and a salience score as
described by the Eq. 1.

M; ; = scos(q;, aj) * sal(g;, a;) (1)



Similarity Score. The similarity score for a question-answer pair terms (g;,
a;) is calculated by means of the cosine distance between their word2vec vectors
as indicated by Formula 2.
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In the case that there does not exist the word2vec representation for one
of the terms, their similarity is measured based on their distance in Wordnet
[13]. In particular, we use as similarity measure the edge distance between the
first common concept related with ¢; and a;. If there is not a common con-
cept between the terms, then we calculate the Levenshtein distance between the
words [7], defined as the number of operations (insertions and eliminations of
characters) needed to transform ¢; to a;.

scos(gi, a;) = 0.5+

Salience Weighting. As not all terms are equally informative for measuring
text similarities [8,3], we consider weighting the terms from the question and
the answer based on part of speech functions: verbs, nouns, and adjectives are
considered to be the most relevant. We model this information through a salience
score.

The salience score is calculated as follows. If both terms are relevant then
their score is 1. If only one of the terms is important then the score is 0.6, in the
case none of them is relevant the score is 0.3. The salience function is defined in
the Formula 3.

L ifimp(q;) +imp(a;) = 2
sal(qi,a;) = 0.6 if imp(q;) + imp(a;) =1
0.3 ifimp(q;) +imp(a;) =0

3)

Where imp(g;) and imp(a;) are the evaluation of importance weighting func-
tion for every question and answer term. The related function returns 1 if the
term is a verb, noun or adjective, otherwise, returns 0.

Finally, we sort the calculated matrix M leaving the most related terms in the
top left cell, and if the number of rows or columns exceeds 40, the remaining data
is truncated. This step provides an invariable representation of the similarity
patterns that can be exploited by the convolutional network.

3.3 Step 3. Convolutional Model

Convolutional neural networks (CNN) are a popular method for image analysis
thanks to their ability to capture spatial invariant patterns. In the proposed
method, they play a similar role, but instead of receiving an input image the
CNN receives the similarity matrix M. The hypothesis is that it will be able
to identify term-similarity patterns that help to determine the relevance of a
question-answer pair. Patterns identified by the CNN are sub-sampled by a pool-
ing layer. The output of the pooling layer feeds a fully-connected layer. Finally,
the output of the model is generated by a sigmoid unit. This output corresponds
to a score, simScore(q, a), that can be interpreted as a degree of relatedness
between the question ¢ and the answer a.
The architecture of the convolutional model is depicted in Figure 2.



Similarity Matrix Convolution Subsampling (max-pooling) Fully Connected Output Node

Ty, fo

40x40 3X3X64 1X1X64 (30 units, 10% dropout)

Fig. 2: Convolutional neural network model architecture.

3.4 Step 4 and 5. Two Ranking Stages

During the testing phase, a new query along with candidate answers are pre-
sented to the method. The candidate answers (a1, as,...,ax) are ranked using
the CNN model producing the first rank of them. Based on the premise that the
first candidate answer, a*, is expected to be highly correlated with the question
q, a second score, simScore(a*, ay), is calculated by comparing each candidate
answer with the highest ranked answer. A new ranking is calculated by using a
new score corresponding to a linear combination of the first and second score as
is shown in Eq. 4.

finalScore(q,ar) = (1 — «) * simScore(q, ar) + a * simScore(a*,ar)  (4)

As we are introducing a weighting term « to scale the second score, we
calculated this term based on the exploration carried out in validation partition,
which gives 0.32 as the optimal value.

This strategy promotes candidate answers which share similar terms with
the highest ranked answer. This is a strategy analogous to pseudo-relevance
feedback in information retrieval [10], where the original query is extended with
terms from the highest ranked documents.

4 Experimental Setup

4.1 Test Datasets

The proposed method was compared to baseline and state-of-the-art methods
using two information retrieval performance measures Mean Reciprocal Rank
(MRR) and Mean Average Precision (MAP). MAP is defined as the mean of
the average precision scores for each query over a set of Q queries and MRR
evaluates the relative ranks of correct answers in the candidate sentences of a
question [15]. To evaluate the method, two standard data sets for the passage
retrieval task were used. The baseline and state-of-art methods were evaluated
over the same dataset using the same experimental setup.



— TrecQA: was provided by Mengqgiu Wang and collects data from Text RE-
trieval Conference (TREC) QA track (8-13). It was first used in [12]. The
dataset has two partitions. In TRAIN partition the correctness of answer
was carried out manually while in TRAIN-ALL the correctness of candidate
answer sentences, was identified by pattern regular expressions matching
answer, which induce noise in data, the statics of the related dataset are
presented in Table 1.

— Wiki QA: is a dataset released in 2015 by Microsoft Research Group [15],
that contains Question-Answer pairs for open domain. The Microsoft re-
search group collected Bing Search Engine query logs and extract the ques-
tions the user submit from May of 2010 to July of 2011, and the answers are
sentences of Wikipedia summary page, Table 2.

Table 1: TrecQA. dataset Table 2: WikiQA dataset

Split #Questions #Pairs
TRAIN ALL 1,229 53,417

Split  #Questions #Pairs
TRAIN 2,118 20,358

TRAIN 94 4,718 DEV 296 2,716
DEV 82 1,148 TEST 633 6,156
TEST 95 1,517 :

4.2 Baseline Models

Three baseline models were implemented to evaluate the performance of the
proposed method. 1) Word Count, which is a word matching method that counts
the number of non-stopwords that occur both in the question and in the answer
sentences. 2) Weighted Word Count, a modified approach which weights the word
counts using semantical information [15]. 3) DeepMind model [16], a semantic
parsing method based on similarity metric learning and latent representations.

The list of comparative methods are the following: Word Count, Weighted
Word Count, DeepMind model [16], Paragraph Vector (PV) [6], Attention-Based
Model (aNMM) [14], Convolutional Neural Network Method (CNN) [11], Pair-
wise Word Interaction Model (Pairwise CNN) [5], and the proposed model with-
out rerank (This Work) and with rerank (This Work Rerank).

5 Results

Table 3 summarizes the results of all the evaluated methods applied to both
TrecQA and WikiQA datasets. In the case of TrecQA two configurations were
evaluated: the TRAIN partition and the TRAIN ALL partition, which were
described in Subsection 4.1.

In TrecQA dataset, the proposed method presents the best performance of
all the evaluated methods. This is consistent in both configurations. Also, we can
observe that the use of re-ranking improves the method performance in terms of
MAP. The main reason is that in most cases the first ranked answer is relevant
we can be evidenced by the high value of the MRR measure.



Table 3: Overview of results QA answer selection task datasets. We also include
the results of the base line models. ( ’-’ is Not Reported)

TREC TREC

TRAIN ALL TRAIN WikiQA
Method MAP MRR MAP MRR MAP MRR
BaseLines
Word Count 0.6402 0.7021 0.6402 0.7021 0.4891 0.4924
Weighted Word Count 0.6512 0.7223 0.6512 0.7223 0.5099 0.5132
DeepMind model 0.6531 0.6885 0.6689 0.7091 0.5908 0.5951
aNMM [14] 0.7385 0.7995 0.7334 0.8020 - -
CNN [11] 0.7459 0.8078 0.7329 0.7962 - -
Pairwise CNN [5] 0.7588 0.8219 - - 0.7090 0.7234
PV [6] - - - - 0.5110 0.5160
This Work 0.7644 0.8414 0.7605 0.8344 0.6368 0.6614
This Work (Rerank) 0.7737 0.8403 0.7750 0.8350 0.6351 0.6583

In WikiQA dataset, the best result is obtained by the Pairwise CNN method
[5], however the proposed method has a competitive performance that clearly
outperforms the other evaluated methods. As evidenced by the overall perfor-
mance of all the methods, this dataset seems to be more challenging. One prob-
lem of this dataset is that it contains several questions without a valid answer
in the dataset. The re-ranking strategy produces an important improvement
for TrecQA dataset, while it did not improve the performance for the WikiQA
dataset. Our conclusion is that the lower MRR in this dataset means that the
top ranked answer is less likely to be relevant and thus it has less probability of
improving the ranking of relevant answers.

In general, we can say that the proposed method exhibits a very competi-
tive performance when compared to state-of-the-art methods. However, its main
strength is the fact that it is simpler than the other methods. This can be
objectively measured by counting the number of parameters that the learning
algorithm has to adjust during training. Table 4 shows the number of parameters
for some of the evaluated methods. Clearly the proposed method has orders of
magnitude less parameters than the other methods. This has a positive impact
on the amount of computational resources which are required during training
and testing.

Table 4: Number of Parameters

Split # Of Parameters
aNMM [14] 14,000

CNN [11] 100,000

Pairwise CNN (2016)[5] 1.7 million

This Work 3,198




6 Conclusions

This work presents a novel method for question-answer ranking based on con-
volutional neural networks and a pseudo-relevance-feedback-inspired re-ranking
strategy. The experimental results shows that the proposed method is compet-
itive when compared to state-of-the-art methods, despite being a simple model
with a reduced set of parameters. Taking into account the lack of complexity of
the proposed model, the obtained results are very promising.

The experimental evaluation shows an improvement of 2% in the MAP score
when the proposed method was applied. Such results suggest that the first ranked
answer contains information that can help to rank the subsequent answers.

The future work will focus on exploiting the contextual relationships of terms
as well as the inclusion of attention mechanisms that have shown very good
results in other text analysis tasks.
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